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1. ABSTRACT

Botnets, meaning groups of compromised hosts controlled by an attacker, impose many threats to the Internet.
This work summarizes observations, experiences and research results in the area of botnets up to today. After
defining botnets, threats of them are shown and assessed. The architectures of botnets and associated malware
are analyzed. Traditional centralized botnet architectures are compared with decentralized architectures based
on Peer-to-Peer networks. Later on, both main architectures are evaluated against detection schemes
developed by security experts to identify botnets. It is shown that current botnets actually can be identified on
the network or on the infected host itself.

Furthermore, this work explains how botnets might be disrupted, once they are identified. With respect to given
architectures, it is explained whether it is feasible to shut down existing botnets. Next, a walled garden is
described, which is an approach for Internet Service Providers to clean up its network from infected hosts.
Eventually, open research topics in the field of botnets are examined. This work is concluded by stating that in
particular botnets with decentralized architectures will be subject to future research.

2. Introduction

In the beginning of malware, the creators did not work for the sake of money. Glory and means to network
management were the attraction to develop bots back then. In the recent years, attackers became much more
professional and found a commercial benefit in creating good malware. They began building groups of infected
hosts to perform collective malicious activities and gained overwhelming results. To name but a few, in
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particular Denial of Service attacks, spamming and phishing have been used by botnet operators. Behind this is a
business model that motivates attackers to evolve their current developments. Latest then, botnets gained the
interest of security experts.

But back then, nobody could exactly estimate the threats that were raised by botnets. Today, more is known
about what bots are capable to perform. These frightening insights motivated researchers and other security
experts to explore the topic. Interesting questions regard the architecture of botnets, their threats and how to
combat botnets.

According to a recent survey among network providers [35], botnets are considered as the most concerning
threat to the Internet. Two combined factors lead to this result. First, botnets are able to perform many kinds of
illegal activities that themselves pose big threats to the Internet. Details of those threats are discussed in section
3. Second, botnet operators can use the aggregated power of many bots to exponentially raise the impact of
those dangerous activities. A single bot might not be a danger for the Internet, but a network of bots certainly is.

In this work, the current status of botnet development is revealed. The analysis comprises structures of botnets
and gives an overview how the problem can be technically be detected and mitigated. Eventually open research
topics are described. The structure of this document is defined in more detail in section 2.2. But first, the formal
definition of botnets is done in section 2.1.

2.1 Definition

Some researchers already defined bots and botnets in their work. For this paper, similar to definitions of [23]
and [2], the following is defined:

a ! 0 & fbgrain &hat performs user centric tasks automatically without any interaction from a user.§

It should be noted that bots are not per se malicious software. In the beginning, bots were mostly used as
network management tools to remotely control computers. However, in this document the term bot is used to
describe a host with malicious malware.

OA botnet is a coordinated group of malicious bots that are controlled via command and control channels.&

This definition was chosen, since it is very fitting, but broad enough to abstract all architectural details in what
botnets differ. In detail, the group of bots is coordinated by the botnet operator. For this, the attacker uses
command and control channels. Those are necessarily independent from the architecture chosen by the botnet
operator.

2.2 Structure of this docu ment

The remainder of this work is structured as follows. Section 3 is a risk analysis of botnets and shows the
magnitude of threats raised by botnets. In section 4 the architectures of current botnets are discussed and
evaluated. Developed techniques to detect botnets are summarized in section 5. Strategies to prevent botnets
once they were identified are given in section 6. After discussing the status-quo, open questions and potential
future research are stated in section 7. The work is concluded in section 8.
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3. Threats imposed by botnets

In the early ages, botnet operators infected computers and built up botnets for the sake of glory and technical
attraction [1]. Nowadays, there is a huge business model behind botnets, as it will be explained in section 3.1.
Basically malicious activities and Internet threats are cornerstones of this model. Section 3.2 gives an overview
of those threats. Eventually, section 3.3 assesses the risks introduced by botnets and gives an overview about
acute dangers.

3.1 Business model

Little details are known about the business behind botnets. But one fact is sure: they can bring lots of money.
Botnets are usually either rented to attackers, or botnet operators use their capacities to perform attacks by
themselves. Those attacks comprise Denial of Service attacks or spamming ¢ a complete overview is given in

section 3.2. For each of these ¢ & SNIIA OSaé¢ GKS FdaGFO1SNI Fala Y2ySeo C:

their products, an attacker can both sell e-mail addresses of potential customers as well as rent capacities to
send unsolicited e-mails in a campaign. Unfortunately, this example is just one out of many how to make money
out of botnets. All threats mentioned later in section 3.2 have the potential to bring money to the botnet
operator.

In this report, no detailed focus on the business model of botnets is given. However, this section should have

shown that there exist financial benefits in building, renting and selling botnets.

3.2 Overview of threats

Botnets bring many threats to the Internet and its users. In this section, the most commonly seen and
mentioned threats are grouped into four categories and will be further explained.

3.2.1 Denial of Service

Distributed Denial of Service (DDoS) attacks are one of the largest dangers of botnets. In such an attack, a set of
bots simultaneously perform actions to bring down services of a specific target. Typical technical forms of such
attacks include TCP SYN, UDP or ICMP floods [35]. Depending on the size of the botnet, these attacks might have
a big impact.

3.2.2 Spamming

Every single bot is able to massively send unwanted emails all day long. Due to the common IP dynamics of the
infected hosts, i.e. a regularly changing IP address, spam filters such as DNS based blacklists have problems
mitigating this threat. Researchers assess the amount of spam sent by botnets in relation to the total spam to
80% [21]. In other words, approximately four out of five spam emails origin in botnets. In general, spamming
undermines the integrity of email and usually relates to companies doing illegal business.

3.2.3 Hosting and phishing

Another common usage of botnets is hosting files, mainly for two reasons. First, those files can be web sites
offering illegal content. In this context, phishing became a very popular technique by attracting attention of
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people fulfilling a faked service, such as giving away banking account details. Secondly, botnet operators spread
malware to infect other hosts. This malware can perfectly be located in the botnet and hosted there.

3.2.4 Identity and data theft

In most cases, bot malware searches through the content of the hard disk of infected computers. It can explore
many different kinds of information. E-mail addresses, passwords, serial keys, credit card information or banking
account details are just a few, but alarming subset of possible theft incidents. When gaining control of a host,
the botnet operator can also easily steal the identity of users working with the infected host.

3.3 Impact

All the threats discussed before sound horrific. How dangerous it can actually become will be discussed in this
section. More specific, first numbers of magnitudes of botnet sizes are discussed in section 3.3.1. Concluding, in
section 3.3.2 some examples from the wild are given that show the need to further study and mitigate botnets.

3.3.1 Size of botnets

Botnets gained popularity and many people showed their interest in knowing and measuring the size of botnets.
But before doing so, one question needed to be answered in advance: What is the definition of a botnet size? In
the last years, researchers discussed how to define the size of a botnet [7], [13]. Mainly two things need to be
distinguished talking about the botnet size. Logically, the total number of the members of a botnet is important,
in the following referred to as botnet footprint This term was first defined in [13]. But what is the gain of a
botnet with a huge footprint, whereas only a little fraction of bots is available? Users shutting down their
computers or temporal disconnections can lead to members that still belong to the botnet, but are not available
at the moment. Thus another figure is even more important to measure the size of a botnet: the average
number of available bots in a botnet. Rajab et al. defined this size of available bots as live population13].

After defining the size of botnets, researchers tried to actually measure it. According to latest studies, the
footprint of botnets varies from a few bots per net to botnets with up to a million members. Most of the botnets
range from hundred up to a few thousand hosts [4], [7], [13], [24]. However, network examples with millions
simultaneously connected bots were found [40], [15], [27]. Considering the increasing number of broadband
Internet accesses, these numbers are becoming even more frightening.

3.3.2 Assessment of threats

History has shown that threats imposed by botnets can have a dramatic impact. In this section an overview of
incidents in the past is given.

Every service stays a potential victim of DDoS attacks. A few examples show how overwhelming the DoS
potential of botnets can become. Although not a bot malware, in August 2003 the Blaster malware forced
Microsoft to shut down a Windows update website, because a bot planned to start DoS attacks on it. More
recently, in 2007 attackers even managed to cut smaller countries from the Internet by doing excessive floods.
These extreme examples show the big threat of feasible DDoS attacks using botnets. In particular victims
without sophisticated load-balancing schemes or a less resilient connection to the Internet can be dramatically
hurt by DDoS attacks.
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Spam is a second important source of income for botnet operators. Exact figures depend on the research group,
but in general botnets are considered as the main origin of spam. The overall number of spam emails is several
billions per day, and bots send the majority of it. Economical damages, including working time and costs for
technical counter-measures to spam rise up to billions of Euros a year.

The aforementioned two threats are the most cited of botnets, since they gained big popularity in the press. But
also botnets hosting phishing websites or stealing personal data from infected hosts are a big threat especially
to personal users. Due to the high number of infected hosts, the success in stealing personal data is impressive.
Unfortunately it is not easy to measure to what extend botnets contribute to this illegal activities. However, in
general it can be assumed that they also play a significant role in those.

4. Architecture

Defining architectures of botnets is very multifaceted. First, and most important for resilience of the botnet, an
overview of possible command and control structures in botnets is inevitable. Second, the structure of the
malware itself should be examined. Lastly, one has to explore which mechanisms botnet herders use to infect
other public machines with their malware. The remainder of this section discusses each of those three
subtopics.

4.1 Infection

Infection strategies are very important for botnet operators. An increasing number of hosts in their control raise
their power of a botnet. In this section possible infection vectors are discussed and recent approaches to hide
malicious activities are shown.

4.1.1 Infection vectors

Basically there are three main vulnerabilities how hosts are infected by malware, which are discussed next.

The most traditional approach is spreadingthe malware asa file contained in emails, or the more recent variant,
sent via Instant Messaging systems. Imposing the recipient to view some non-suspicious content, often the
malware is installed during execution of the file in the background. Mechanisms discussed in section 4.1.2 often
help the malware staying below the radar level of anti-virus installations.

Next, using browservulnerabilities(often also called drive-by infection to infect a client has been a trend since
several years now. Especially the Storm worm was seen to perform specific and very smart Social Engineering via
its spam campaigns, leading some email recipients to suspicious web sites. However, also wares and porn sites
regularly include malicious code. Once such a site is visited, known vulnerabilities (if any) of a specific web

ONRBGASNI FNB dzaSR (2 3 AY The2d B der vaiditSs Mdovin KoShe &tacked (i 2 NI 3

reading the HTTP UserAgentrequest header [11].

Last but not least, also infection without any user interaction can occur. Attacks are then targeted to exploit
vulnerabilities of specific services or unpatched operating systenming on the client machine. Often port
scans over huge IP address ranges are used by the attackers to find out vulnerable hosts [1], [7], [8].
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For attacks of all those categories, typically known vulnerabilities and exploits are shared in databases among
attackers. Botnet herders usually use the gap between finding an exploit and patching it, both urging security
experts and system administrators to react quickly, as discussed in section 6.1.

4.1.2 Advanced infection mechanisms

Eventually botnet controllers try to hide their malicious activities as far as possible, resulting in more advanced
techniques. Two of such mechanisms will be discussed in this chapter.

Instead of infecting the client immediately with the entire malware, attackers often use a 2-stage infectiorfor
spreading their malicious code [1], [2]. In the first phase, a rootkit is installed, i.e. a piece of software not visible
by usual security tools like anti-virus installations. To avoid exploration of botnet structures, this first piece of
software often reconnoiters the environment. As discussed in more detail in section 5, it for example tries
avoiding to trap into honeypots based on virtual machines. After the first phase, in the second stage the
malware is expanded. Modules of code are loaded, which are responsible for subtasks such as spamming or DoS.

Anti-virus installations certainly help detecting malware that is received by a client. Most anti-virus programs
basically rely on signatures of malware. In other words, previous attacks by more or less the same malware need
to happen, before this malware can be detected. Attackers are aware of those weaknesses and developed
polymorphe malware[1]. Similar as genetic variation in biology, polymorphism helps to change the signature of
the malware, while keeping the main functionality of it as is.

4.2 Command and control

Bots are managed via so called command and control (C&C) channels. Via these channels, a botnet operator
issues commands to the bots, e.g. to organize attacks. Choosing a C&C structure and protocol is one of the most
important decisions an attacker needs to take before building a botnet. It influences important characteristics of
the botnet, such as command latency, visibility and resilience. In this section the basic C&C principles of botnets
are explained, and eventually compared with pros and cons.

4.2.1 Centralized communication

The first botnets were built using the client-server scheme. Bots act as clients, mostly using known
communication protocols such as Internet Relay Chat (IRC) or recently also HTTP to interact with servers. Using
known protocols basically has two advantages. Attackers can easily implement such protocols, if not already
done so in several programming frameworks. Moreover, the bot communication traffic is then disguised by the
non-malicious traffic of the same protocol, as they are widely used.

In the case of IRC, bots connect to an IRC server and join a specific channel to wait for commands issued by the
bot master. When joining, bot masters require the bot to authenticate [7]. At the same time, the bot master
authenticates to the bot. While the first authentication is intended to keep outsiders from joining the botnet,
the second authentication aims to protect bots being overtaken by defenders or other botnet operators.
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central server

botnet
operator

Figure 1: Centralized C&C structure. Bots connect to a central server and await commands. The botnet
operator controls them via injecting commands to the central server.

Figure 1 illustrates a small botnet with centralized C&C structure. 12 bots connect to a central server in order to
receive commands. One of those clients is the botnet operator, who injects commands to the central server.
This server in turn forwards the commands to the clients, who will perform the desired activity.

Using multiple IRC servers allows such a network to scale well. Bot masters both use public IRC servers as well as
botnet-tuned IRC servers on compromised hosts to accommodate their bots. With IRC, bot masters are able to
push their commands to the bots. Thus the latency between issuing a command and the execution by the bot is
very low.

Even less suspicious traffic is produced using HTTP for issuing commands. Some attackers therefore do a trade-
off between visibility of their botnets and command latency. With HTTP, bots need to regularly query dedicated
web sites for getting new commands. This pull-based mechanism leads to higher communication latencies.

Often fast-flux networks are used to hide the actual hosts behind the C&C servers. Basically, fast-flux is a
technique that allows attackers to manage an ever-changing mapping between DNS name and the host IP
address behind it. This strongly complicates the difficulty to detect the actual C&C hosts. It is discussed in more
extent in [14].

However, centralized architecture has its drawbacks for botnet masters. Independent from the protocol,
centralized communication is always easier to detect than non-centralized, as discussed in section 5.1.
Furthermore, a defender just needs to deactivate the C&C servers to entirely disrupt the botnet, as explained in
section 6.2. Because of these two main disadvantages it is commonly expected that C&C implementations of
bots will long-term move away from centralized architectures to more resilient technologies.

4.2.2 Peer to Peer netw orks

Peer to Peer (P2P) networks lately gained attraction in most file sharing systems due to their non-centralized
architecture. Also the first bots, as the famous Storm worm, took the chance to explore this resilient technology

[2].
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In P2P botnets, each bot is a peer and acts as client and server at the same time, often referred to as servent
Instead of connecting a central server, a bot joins the network by contacting existing peers in it. For this the bot
needs to know at least one peer in the P2P network used as botnet. Thus attackers need to include a list of
known peers in the malware binary. Typically, such lists contain around 300 peer entries [2], [20], [27]. During its
bootstrapping process, the bot then iterates through the list until it is able to connect to one of the listed hosts.
Once the connection is established, the bots exchange their peer lists to get an improved connectivity.

Figure 2 shows a small botnet in a decentralized structure. As in the central botnet shown in Figure 1, twelve
bots are part of the network. However, in a P2P network no central unit exists. Each peer in the network knows
about some other peers and has links to those. The botnet operator is one of the peers and is not more or less
suspicious than other bots of the network.

Bots simply use existing P2P networks to communicate, such it is the case with Storm worm using Overnet. But it
is also possible to create a new P2P network based on given protocols such as Kademlia. In either variant,
botnets are bound to publish-subscribe mechanisms of P2P networks. Botnet operators publish commands to be
executed by bots, and bots subscribe to them in order to perform their orders. This pull-based mechanism
introduces communication latencies of unknown height.

botnet
operator

Figure 2: C&C channels in a Peer-to-Peer structure. Every bot randomly connects to other peers in the
network. The botnet operator is a normal peer, no central servers exist.

To summarize, the central servers are completely removed from the network. As a consequence, P2P botnets
are harder to detect by traffic analysis, as laid out in section 6.2. Moreover, P2P botnets are very resilient to
disruption of single peers than centralized architectures.

4.2.3 Hybrid botnets

So far not seen in the wild, hybrid botnets constitute a mixture of centralized and P2P C&C patterns. To
overcome the disadvantages of both architectures, different research groups investigated the possibility of such
combined systems.
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In [4], Vogt et al. run a feasibility study of a super-botnet. Such a botnet is built using a tree-structure algorithm,
each leaf of the tree depicting a single small centralized botnet. This adheres to recent trends having less bots in
a botnet to avoid detection. To construct the super-botnet, those sub-botnets communicate in a P2P fashion,
allowing the attacker to control all subnets.

Similarly, Wang et al. studied in [9] the possibility to increase the number of central C&C servers. Their approach
is using many servent bots connected to each other via P2P as centralized cloud. They conclude that clients
would then connect to more different C&C servers than in a centralized architecture, what makes detecting
those servers more complex. Moreover, such a network would be invulnerable against removing single C&C
servers.

Figure 3 shows a possible botnet in hybrid architecture. As in P2P networks, nodes of the sub-networks are
randomly connected and build small networks. Those networks are then connected to a central unit to obtain
commands. Depending on the actual structure, the botnet operator can either be a usual peer or inject
commands directly to the central server. Also another approach could be chosen: let the sub-networks be
centrally structured and connect to each other using P2P networks.

" potnet
operator
central server

super
peer

Figure 3: A possible hybrid architecture. Three P2P sub-networks are connected to a central unit via super-
peers.

But it stays doubtful if hybrid approaches will be developed by attackers. First, they introduce a higher
complexity in their communication scheme than other architectures. Secondly, they still contain some
centralized servers, simplifying the detection of such networks.

4.2.4 Comparison of C&C architectures

The most important aspects of the different C&C architectures are summarized in Table 1. In the following, the
different attributes will be explained.

Peer-to-

Centralized Hybrid eer-to

Peer

Detection ’ Easy ‘ Medium ’ Hard
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Resilience Low Fairly High | Very High
Latency Low Medium Fairly High
Traceback | Fairly Hard Hard Very Hard
Complexity Easy High Medium
Experience | Very High None Medium

Table 1: Attributes of C&C architectures

Detectionaddresses the issue of botnet operators, that their networks are detectable by network operators or
security experts. Due to the obvious traffic patterns, it is much easier to detect central servers, as discussed
more detailed in section 5. Once bots in a network are detected, a logical consequence would be to remove
them from the network. Resiliencetherefore shows how resistant a botnet is against removing bots or
disrupting communication. Also shown in section 5, removing peers from P2P network does hardly affect the
connectivity. On the other hand, removing a server from a centralized architecture might collapse the entire
botnet communication.

Latencyshows how long it usually takes for a command issued by a botnet operator to arrive at the desired set
of bots. This must be considered in particular for highly-synchronized tasks such as DoS attacks. A centralized
architecture has no to low latency, since the routing information is very clear for each bot. In P2P, routing
follows a less structured way. In addition, the pull-based communication introduces even higher lags.

Whether it is easy to find the actual attacker in the botnets is addressed with TracebackAs it will be discussed
in section 5.1, botnet operators never push commands directly to the botnet. Instead, they use a path of
proxies, which disguise their identity. Thus it is per se hard to find the attacker. However, in centralized
architectures it is a little easier, since the attacker is issuing the commands via the central server. In P2P it stays
unclear where the bot orders are injected, which introduces an additional blur.

Lastly, two attributes are important for the development of malware itself. Complexitydescribes how difficult
and complex it is to establish a botnet with the given C&C architecture. Experiencgives a rough indication how
much the architecture was used so far by botnet operators. Centralized architectures have been used for a long
time now, so the experience here is very high. P2P botnets slowly emerge (first in 2000) [19], whereas hybrid
botnets have not been used by attackers so far.

4.2.5 Architecture used in the wild

The first appearances of botnets in the late 1990s were discussed by the CERT Coordination Center in 1999 [27].
From this time on, it did not take long until botnets gained popularity of research, press and the underground
scene. Botnets have been built using IRC and centralized architectures from this time on [1], [5], [7]. But there
are also botnets that use HTTP as alternative control protocol to avoid being detected by IRC monitors [7], [19],
[21].

However, at least since 2002 also noticeable affords were made by malware writers to implement P2P based
C&C architectures. In [19] a short historical look at those implementations is given. Latest with the Storm worm

12/24



Botnets — Literature Survey and Report Christian Rossow, Christian J. Dietrich — December 2009

in the beginning of 2007, a productive P2P based botnet was born and a heavy use has been observed [1], [11],
[27], [40].

As of today it seems the Storm botnet is not used anymore and is highly fragile to communication disruption
[11]. Moreover, nowadays botnets still mostly use centralized architectures [7]. Yet, due to their high resilience,
P2P botnets are expected to be heavily used in the future [2], [4], [9], [11], [19], [40]. This trend will be discussed
in more detail in section 7.

4.3 Malware code

Attackers learned also great deal from software technologies. They managed to organize their code well and
even developed user-friendly malware kits, as discussed in this section.

4.3.1 From simple to complex malware

The first versions of viruses, or malware in general, were simple and did not require much attention how to
organize the code. However, nowadays bot implementation gained fairly reasonable complexity, requiring
programmers to switch to modern programming techniques such as modularization. According to [1], some bot
implementations even exhibit code documentation and using standard data structures. A good example for a
well written bot is certainly Agobot, which depending on its variant consists of typically 20,000 lines of well-
organized C/C++ code. As examined in [1], most bot software impresses by their ease to be extended. All in all,
malware developers managed to apply known software architecture means to increase the usability of their
code base.

Unfortunately, malware developers did not stop at this point. As a next step, they created graphical user
interfaces to allow dummies creating their own malware simply by clicking. Similarly frightening are malware
frameworks that are published publicly under GPL, such as SDBot [1].

4.3.2 Reverse engineering of malware

Ideally, the inner structure of malware is inspected using reverse engineering. In the recent years, researchers
tried to unpack malware binaries and investigated some efforts to understand the code. But thanks to multiple
packing of the binary and encryption schemes used, this is by no means an easy task.

Porras et al. explored a binary of the Storm worm [27]. They mention encryption routines of a custom binary
packer used to create the Storm binary. Once started, the code is decrypted using an XOR function.
Furthermore, they explain how a rootkit is installed, which is very specific and will not be discussed here. Also in
[6] a reverse engineering process is mentioned. Dagon et al. managed to identify the C&C server(s) of a given
malware by searching through the code for DNS resolution operations.

Ly 3ISYSNIfz Y2aid NBaSINOK STF2NIa O2yOSyidN) GsS
system or observing the network traffic.

5. Detection

As discussed earlier, botnets are a huge threat to the Internet. Hence, researchers and industry developed
several concepts to detect botnets and their operators.
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5.1 Tracing back the botnet operator

Operating a botnet is illegal in most of the involved countries. As a consequence, it is of high interest to identify
the person responsible for the malicious activities. This would also be most likely successful for shutting down an
entire botnet. However, identifying and proceed against a botnet operator is not an easy task.

Legally, some countries do not have laws to regulate electronic crime like botnets. Residents in such countries
can expect to not be arrested, even if they were identified and proven to have committed electronic crimes.

Technically, it is a tough task to identify the operator. At first glance one might just need to find the connection
injecting commands to the control server. Obviously operators are perfectly aware of this and invest much effort
to hide their identity. First, they use so called stepping stones between themselves and servers in the botnet.
Technically, the network traffic is then routed via many different hosts that proxy the traffic. If chosen wisely,
these stepping stones disguise the actual identity of the operator. Compromised hosts can be used as stepping
stones, each adding another trace to the attacker that needs to be disguised. In addition, publically available
anonymous communication networks such as The Onion Router [29] simplify this method even more. Last, when
using P2P channels, it is quite difficult to identify the host where an operator injects the commands. The
operator works as usual peer and cannot easily be identified.

Still, it stays possible to identify and arrest botnet herders. Recently the Dutch High Tech Crime Unit identified
the Shadow botnet, containing around 100,000 hosts [37]. The Dutch herder was caught when he tried to sell
the botnet. This indicates a severe risk herders need to take: although they want to stay anonymous, they
somehow have to get money for renting or selling the botnet.

5.2 C&C channelk on networks

One approach detecting botnets in networks is identifying C&C channels in those, which is explained in this
section. A second approach, observing the traffic for malicious activities executed by the bots, will be discussed
in section 5.3.

5.2.1 Approaches for centralized architectures

Researchers were very active developing detection schemes of C&C communication. Since botnets have mainly
been using IRC as communication, many of them specialize on IRC-driven botnets. Basically all approaches share
the idea detecting and assessing patterns in the communication flow. By grouping similar communication
behaviors together most techniques try to identify botnets. In the following an outline of more advanced
approaches is given, each highlighting interesting details.

In 2004, Racine [38] considered different behavioral characteristics of bots. With a considerable high false
positive rate, he identified bots in IRC networks. He observed that malicious bots idle most of the time and
respond faster than human upon receiving a message. Next steps were made by The Honeynet Project in 2005
[39], who used honeypots infected with malware in order to spy communication channels. In 2006, Strayer et al.
[25] studied flow characteristics of IRC sessions, such as duration, packets per second and bytes per packet. They
correlated those characteristics and applied machine learning algorithms to identify bots in a multidimensional
space. Also in 2006, Livadas et al. [22] concentrated on machine learning techniques to identify C&C IRC
communication in normal network traffic. While receiving good results in distinguishing between IRC and non-
IRC traffic, identifying botnet C&C within IRC communication resulted in fairly high false positive rates. Dagon et
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al. identified DNS records for C&C servers via reverse engineering of malware binaries [6]. They then convinced
the registrars of those domains to point the record to their sinkhole, leading all bots to their trap. Unfortunately
this scheme lacks full support of some registrars that are most likely to be chosen by attackers.

All approaches mentioned just try to identify C&C channels. They do not consider malicious activities the hosts
can do at the same time. More advanced concepts correlate C&C channels with malicious activities performed
by hosts, which will be discussed in section 5.4. Detecting C&C channels can usually be circumvented by
attackers. As Stinson et al. [26] suggest, applying simple mechanisms would avoid detection without decreasing
the utility of botnets. Encryption of traffic or perturbing the communication flow would easily enable attackers
to pass tests purely based on C&C channels.

5.2.2 Approaches for P2P botnets

In P2P botnets, the central server unit is missing. Thus it is not even possible to identify servers with many
connections as potential botnet servers. However, in P2P another approach becomes very interesting:
investigating the P2P network. As described in section 4.2.2, each P2P malware needs a starting point where to
connect to the P2P network. Thus each malware includes a list of hosts that are already in the P2P network,
revealing some potential routing information to the attacker.

By crafting a specific P2P client, Holz et al. [11] manage to crawl through the Storm botnet, revealing valuable
data about the size of the network. Moreover, a set of victims identified by their IP addresses could be created.
In addition, they managed to pollute the Storm P2P network with certain search keys, leading to a complete
disruption of the command search during the time span of pollution. Porras et al. [27] were also able to identify
an initial peer list of the Storm worm. In unison with other researchers, they report that C&C communication
events might indeed be detected. But due to the lack of a central unit no actions are possible based on the
detected C&C flow.

It stays fairly easy to identify nodes in the botnet. But note that taking down single nodes from the network will
barely affect the connectivity of the network. Practice has shown a big difference between identifying and
actually removing bots; see section 6 for details.

5.3 Malicious activities on networks

Instead of watching out for C&C channels, one can more easily and reliably detect malicious activities. Despite
their C&C communications, botnets perform malicious activities to gain financial benefit. Since most of those
attacks bring along very specific communication patterns, it is feasible to identify those. Detection schemes to
monitor attack patterns are described here.

The first two illustrated post-attack approaches concentrate on the spamming behavior of bots. Ramachandran
et al. [16] observed that bots often query themselves in a common DNSBL blacklist. Doing so the bots can find
out whether it is worth to send spam from a specific host. Based on this observation, heuristics were applied to
compile a list of likely bots that follow a specific query pattern. In [24], Zhuang et al. filtered out spam campaigns
from spam traces collected by Hotmail. By extracting 1 KS a4 Sy RSNID& Lt I RRNB & a
possible to model potential botnets. For this it was assumed that a campaign is executed by a single botnet.

Another interesting method was examined by Nazario et al. [15], who explored the hosts behind a fast-flux
network. In fast-flux networks, DNS names are dynamic. From time to time the mapping between DNS name
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and the host IP address behind change. Therefore it is possible to investigate the set of hosts behind such a fast-
flux network. Results revealed networks hosting fast-flux websites with more than 100,000 bots [15].

Further research concentrates on other effects of a botnet, such as DoS attacks or port scans activities. Since the
discovered patterns are correlated with C&C channel observations, they will be discussed in the next section.

5.4 Combined network -level detection

So far two separate detection methods were discussed. Both identification of C&C channels and malicious
activities such as spamming or port scanning were examined separately. In this section, some approaches are
introduced that combine and correlate both detection methods to achieve better results.

Figure 4 shows a typical combined network-level detection scheme. Network flows are inspected for both
malicious activities as well as for characteristics of C&C channels. From both monitoring processes, suspicious
traffic is collected. Then this traffic is correlated. Usually this is done by comparing both kinds of collected
suspicious traffic streams of specific hosts in a given time span. If a significant correlation is found, warnings
about a possible botnet are the result of the detection scheme.

Network
traffic

Monitoring Monitoring
malicious

L C&C channels
activities

A

Correlation of
events

;

Warnings

\/\

Figure 4: Typical data flow chart of network-level botnet detection schemes that correlate monitoring of both
malicious activities and C&C channels.

Kasaridis et al. [10] reduces the AT&T network flow data to hosts that perform malicious activities. Then,
connections from and to those hosts are observed, analyzing those for common patterns used by IRC channels.
Although receiving considerably well results by detecting 376 botnet controllers in 7 months, the developed
solution only covers C&C channels in a centralized IRC architecture.

Also concentrating on centralized architectures, Gu et al. developed the anomaly detection system BotSniffer
[21]. It uses two anomaly detection models. First, it looks for an abnormal high port scan rate. Next, it watches
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out for a weighted connection fail rate, i.e. the ratio how many TCP connection attempts fail of a host fail. Those
anomalies are correlated with common patterns of centralized C&C communication. However, since the
approach filters HTTP and IRC traffic only, no P2P traffic would be detected.

In a second framework called BotMiner, Gu et al. present a detection mechanism independent of botnet C&C
protocol and structure [23]. For this, an intelligent correlation engine was developed. For the C&C channels
some statistical features of the communication flow were extracted and put in a matrix. At the same time, all
malicious activities of each host are observed. The correlation engine then checks for relations among both
criteria and tries to form group activities. An attacker might inject flow-level noise and add a time shift between
command and attack to overcome detection via this mechanism.

More network-level detection systems with similar ideas were developed. Stinson et al. [26] give a thorough
evaluation of available botnet detection systems. They introduce tactics with which an attacker can avoid being
detected, and show how each detection method can be tampered with.

Summarizing, one can say that current botnet detection systems are good-working solutions for mostof i 2 R & Q &
botnets. However, if it comes to P2P botnets, only little experience was gained. More advanced botnets, as
discussed in section 4.2, might need further research to be detected.

5.5 Malware detection on hosts

A last category to detect botnets is the bot malware itself being installed on hosts. In this case, a host could
either be a real computer which was compromised, or a honeypot. Usually honeypots are virtual machines that
are infected with the purpose to monitor the malwareQ behavior. In this section, both options are treated
equally, since monitoring and detection systems do not differ.

Obviously, malwares can be detected on the file system of a host. All malware installations leave their marks in
the hosting operating system. However, in most cases they are masqueraded with rootkits. Those rootkits
typically obscure their presence through evasion of standard operating system security mechanisms [1], [2]. In
other words, it might be easy to identify malware before the infection of the host using firewalls (network-level
attacks) or anti-virus systems (binary inspection). But once the infection happened, removing the malware
complicates. There are anti-virus systems that might be able to identify installed malware. Yet this does work
only if those anti-virus systems were deactivated by the malware beforehand. A more secure approach is
inspecting the potentially infected operating system from a secondary storage, e.g. booted from a CD-ROM.

Another way to detect the presence and characteristics of bot malware is inspecting the network activity of a
single host. This procedure is often applied by researchers in order to find out the network level behavior of the
bot. Very valuable insights into the structure of the botnet are gained, such as C&C structure, potential botnet
members and bot commands. However, letting malicious bots run to inspect botnets stays an ethical and legal
border case. Doing so gives precious insights to the botnet. On the other hand, one needs to be very cautious
how far such a bot might get involved into illegal activities. Often proxies are used to limit the network
bandwidth and filter out illegal activities [17], which unfortunately might bias the behavior of a malware.

Note that virtual machines are a practical mean to inspect malware. However, it has been observed that
malware checks for virtual environments before behaving normally [1], [17]. In such a way the attacker can
prevent defenders to inspect the malware.
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6. Prevention

Once malware, botnets or even C&C server are detected, disrupting a botnet is the next approach. In this
section, the discussion is two-fold. First, possible techniques preventing host infection are explained and
evaluated in section 6.1. Next, in section 6.2, an overview is given how botnets can be mitigated on network-
level.

6.1 Client-based prevention

Multiple ways to infect hosts with malware were discussed in section 5. Now possible methods to avoid
detection are described.

Most important, it is inevitable for hosts patching their operating systems. Malware typically focuses on
Microsoft operating systems such as different Windows versions [7]. In the last years, Microsoft implemented a
well-working automated update mechanism to patch vulnerabilities in their operating systems. However, it stays
doubtful that this mechanism protects in all cases. First, one has to assume that not every host turned on
automated updated. In particular, user having installed pirated Windows versions might disable automated
updates to avoid genuine checks via a specific update called Windows Genuine Advantage (WGA). Next, the time
between being first connected with an unpatched operating system until infection is short, on average being 20
minutes [6]. Thus it is also important installing recent updates via service packs before connecting to the
Internet.

However, same procedures also hold for non-0OS services. As of October 2008, the most attacked vulnerability
on networks was a buffer overflow attempt for MS SQL servers [31]. As discussed in section 4.1, also browser
vulnerabilities can be attractive for attackers. Similar to the systems mentioned before, it is also important to
regularly install security patches to browsers. For the main three Windows-based browser variants, almost 200
vulnerabilities were found in 2007 according to [32]. Furthermore, [32] states that the average time from
reporting the vulnerability until publishing a patch is on average between 2 and 11 days (depending on the
browser variant), with maximum patch development time of 109 days. This is just one example that although
automatically patching, vulnerabilities might be used by attackers. Still, applying patches stays one of the most
important security aspects in securing a host.

Next to keeping the software up-to-date, protecting hosts using security tools is the second important
mechanism to avoid being infected. In particular, firewalls and anti-virus installations can help to keep a system
clear. The latter usually use signature detection and heuristics to identify malware. As discussed earlier, there
will be an ever-lasting fight between malware coders and security experts in this aspect. Yet anti-virus
installations stay an inevitable way to protect a host. In additional, firewalls to inspect in- and outgoing network
traffic can be used. Those can help to protect against infection via network-level exploits.

6.2 Network -based prevention

In a perfect world, client-based prevention would mitigate the problem of bots and botnets. Practically, many
hosts become and stay infected although counter-measures exist. Reasons for this can be technically related, as
described in section 4.1. However, often missing awareness or irresponsibility plays also a role that client-based
prevention will never be a silver-bullet solution. Network-based prevention schemes support shutting down
botnets or cleaning up clients. In this section, a short overview of two possible techniques is given. First, in 6.2.1,
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approaches to disrupt C&C channels of botnets are described. Next, a walled garden, as presented in 6.2.2,
might help cleaning up clients.

6.2.1 Disrupting botnets

Hindering a botnet from working requires deep insight into the architecture used by the botnet. To give an
extreme example, terminating a single host might cripple a centralized architecture, why this would have almost
no impact on a P2P network. For possible techniques it is therefore important to distinguish between the
different architectures.

Conceptually, centralized architectures have a single point of failure, namely the central unit of the distributed
systems. To overcome this issue, usually replicas of the central servers are produced. Certainly this is one reason
why IRC is a common choice as communication protocol, since it easily supports such mechanisms. But still there
are detectable centralized units. The basic principle for shutting down a centralized architecture is thus to clean
up the central servers in a botnet, once identified. This might not be an easy task, though. As their clients, also
C&C servers can spread wide on the Internet, requiring the collaboration of multiple network operators.

Botnet operators observed their threat of a centralized architecture and developed fast-flux networks to limit
the risk [14], [15], [31]. Using fast-flux they manage to pass on the centralized part of their network to DNS. They
then use bullet-proof DNS servers to support their goals. Those are servers hosted at sites that do not bother
taking down malicious hosts. However, the C&C communication remains partly centralized.

As a next step, botnet herders introduced P2P networks to get rid of single point of failures. Taking down of
single hosts does not affect the network connectivity of P2P networks. Even taking down big portions of hosts in
the network leaves the attacker with a reasonable high connectivity of the remaining bots [4], [9]. Thus other
techniques are required to disrupt P2P based botnets. A first simpler approach would be to shut down those
static hosts that are used by new bots to join the network. But inspection of current P2P bots shows that this
might be very laborious, since the number of those entrance peers come in hundreds.
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Figure 5: Revised Peer-to-Peer network from Figure 2. After removing the connections of half of the 12 bots
from the graph, the remaining bots are still connected.
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Figure 5 shows the P2P network of Figure 2 after shutting down half of the bots. Due to the high resilience of
P2P networks, the remainder of bots is still connected. Although this example is quite simple, it demonstrates
well that shutting down single bots in P2P networks does not harm the botnet too much. More complex
examples and measures were done by researchers [4], [9]. Not surprisingly, similar results show a high resilience
of decentralized network architectures.

More promising approaches for mitigating P2P botnets are based on poisoning routing information [2]. P2P
based botnets known so far use publish-subscribe mechanisms to distribute commands. Holz et al.
SELISNAYSyGl e LI2Aa2yYSR ALISOATAO 0A 0 H11).2The ddfeKdSrs
managed to hinder an attacker publishing new commands by polluting the routing information to the command.
This scheme works well so far, as every bot in the network needs to know how to look for new commands. As
discussed later in section 7, it is up to future research whether this conceptual flaw can and will be avoided by
more advanced upcoming P2P botnets.

6.2.2 Walled garden

Taking down entire botnets requires the collaboration of many network operators. Regions with non-equal time
zones, different languages and diverse laws complicate the task. Another approach, a walled garden, can be
taken by a single provider to clean up its network with infected hosts.

In the context of network security, a walled garden refers to techniques a network provider can take in order to
motivate its subscribers to clean up their infected computers. Most often, it is a closed online-environment
where infected hosts can take measures to remove unwanted software. Users with installed malicious code
would e.g. see a warning website hosted by the network operator instead of the website they wanted to access.
On this website, a provider can offer latest security patches or other kind of support to remove malware from
infected host. As mail administrators are suffering a lot from spam as a consequence of botnets, lately the
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Messaging Anti-Abuse Working Group (MAAWG) defined Best Practices to set up a walled garden [33]. The topic
also gained interest of security vendors, as cooperation between Simplicita and Sophos shows [34].

How promising it sounds, walled gardens will most-likely never break down entire botnets. There are too many
providers that will not bear the efforts to manage a walled garden. Often the lack of direct financial benefit
gained by walled gardens drives the decision against it in the management level of providers. Although only a
limited amount of provider will volunteer for a walled garden, it stays a great idea. The more networks will
introduce walled gardens, the better the awareness of users will be, and the less hosts will eventually participate
in botnets. Visionaries could even imagine an introduction of the technique on a national level, in order to limit
the disadvantages of a single provider introducing the system.

7. Trends and open research

As shown in the sections about detecting and preventing botnets, centralized botnets are more suspicious and
easier to combat than decentralized architectures. Thus researchers expect attackers to investigate more efforts
switching to less centralized botnets [1], [9], [11], [12]. Whether those will be fully decentralized in a P2P
network, or if hybrid variants will be chosen, remains unknown.

In either way, research is necessary to mitigate the problem of less centralized architectures. So far, first steps
have been made to develop detection schemes that are also capable of handling decentralized botnets [23],
[25]. But due to its very resilient structure, P2P botnets are not easy to be taken down, if they are detected at
all. Thus in the future it will be necessary to concentrate on the following two options to mitigate future botnets.

First, researchers should investigate whether and how it is possible to disrupt P2P botnets. Holz et al. showed
promising results in disrupting the Storm network [11]. Yet it is unclear whether such techniques can be
expanded to other upcoming P2P botnets. Hund et al. recently published an idea for a next generation botnet
[12], capable of resisting most of the current actions. Basically, they introduced a reputation system indicating
the goodness of a bot, and a proof-of-work scheme to put a burden to defenders joining the botnet to inspect it.
On the one hand this might be dangerous input for attackers to improve their techniques. On the other hand, it
can be seen as a basis for a case-study of researchers that want to probe their detection and prevention
schemes.

Second, next to attack the networks structure, tracing the attacker can be a good option in the future. How it
might be possible to trace an attacker was discussed in section 5.1. Tracing an attacker in P2P is however not an
easy topic. Future research could therefore also concentrate on how to trace botnet operators in decentralized
architectures. Between the lines, it was already announced to be researched in [11].

An expected mid-term change in botnets is using encryption schemes for C&C channels [1]. Some botnets seen
today still exchange commands in plain text, allowing defenders to 1) understand the attacks that might be
started and 2) correlating the content of the communication in detection analyses and lastly 3) fake commands
on behalf of the botnet operator. Admittedly, encryption cannot be used to authenticate clients ¢ defenders can
reverse-engineer the malware binaries and extract encryption keys from them. But it is a good, and in particular
for P2P botnets a necessary step to authenticate the botnet master to its clients. So far researchers have
considered encryption schemes as possible trend. First encrypted botnets were already deployed and seen in
the wild. It stays open to research how encryption might affect prior detection schemes and how far researchers
are able to break the security schemes.
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Another interesting field of research is the consequence of IP Version 6 in the context of botnets. As noted by
many researchers, it is common for infected hosts to regularly change their IP address [6]. This is due to policies
of Internet Service Providers forcing their subscribers to reconnect after a while, as well as customers that
reconnect themselves. Whereas in IPv4 the number of IP addresses is highly limited and providers are required
to enforce this IP address pooling, in IPv6 a huge address space is available. As a consequence, providers might
assign static IP addresses to their subscribers. In this case, it might positively influence current detection
schemes in a sense that each infected bot does not change its unique identity. However, it is uncertain whether
providers will switch their policies. Researchers should observe future developments in the introduction of IPv6
with respect to botnets.

8. Conclusion

This work showed the status-quo of botnets summarized latest research results in this area. In general, botnets
are a well-explored topic. As history has shown, attackers might be able to use their army of bots for various
kinds of attacks. As a response to this, sophisticated detection and prevention schemes to mitigate the threats
were developed during the last years. But organizational and legal burdens limited the success in disrupting
illegal networks.

Botnets still exist and are considered as the biggest threat to the Internet. Even more frightening, attackers so
far did not deploy highly sophisticated malwares. Security experts expect botnet operators to switch to more
advanced techniques, such as decentralized architecture and encrypted C&C channels. Schemes like this were
already presented by researchers in theory. Future research needs to concentrate on those upcoming
technologies to quickly react to them once they are deployed. All in all it will most likely stay a never-ending
fight between attackers and defenders.

References

[1] P. Barford, V. Yegneswaran. An Inside Look at Botnets. Special Workshop on Malware Detectianington,
VA, August 2005.

[2] J. B. Grizzard, V. Sharma, C. Nunnery, D. Dagon. Peer-to-Peer Botnets: Overview and Case Study. In
Proceedings of the first conference on First Workshop on Hot Topiedérstanding Botneté | 2 (. 2 0 aQn T
Cambridge, MA, April 2007.

[3] D.Dagon, G. Gu, C. Lee, W. Lee. A Taxonomy of Botnet Structures. In Proceedings of the 23 Annual Computer
Security Applications Conference (ACSA®Admi Beach, FL, December 2007

[4] R.Vogt, J. Aycock, M. Jacobson. Army of Botnets. In Proceedings of the first conference on First Workshop on
Hot Topics in Understanding Botnétd 2 (i 6 2CansbitigerMA, April 2007.

[5] E. Cooke, F. Jahanian, D. McPherson. The Zombie Roundup: Understanding, Detecting, and Disrupting
Botnets. In Proceedings of the first Workshop on Steps to Reducing Unwanted Traffic on the Internet
(STRUT 5, pambridge, MA, July 2005.

[6] D. Dagon, C.Zou, W. Lee. Modeling Botnet Propagation Using Time Zones. In Proceedings of the 13thnnual
Network and Distributed System Security Symposium @ID33n Diego, CA, February 2006.

22/24



Botnets — Literature Survey and Report Christian Rossow, Christian J. Dietrich — December 2009

[7]1 M. A. Rajab, J. Zarfoss, F. Monroe, A. Terzis. A Multifaceted Approach to Understanding the Botnet
Phenomen. In Proceedings of ACM SIGCOMM/USENIX Interneduvieraent Conference (IM®)o de
Janeiro, Brazil, October 2006.

[8] S. Staniford, V. Paxson, N. Weaver. How to Own the Internet in Your Spare Time. In Proceedings of the 11th
USENIX Security Symposium (SecQ#jySan Francisco, CA, August 2002.

[9] P.Wang, S. Sparks, C. Zou. An Advanced Hybrid Peer-to-Peer Botnet. In Proceedings of the first conference
on First Workshop on Hot Topics in Understanding Bothét? (i . 20andbigerMnA, April 2007.

[10]A. Karasaridis, R. Rexroad, D. Hoeflin. Wide-scale Botnet Detection and Characterization. In Proceedings of
the first conference on First Workshop on Hot Topics in Staaeting Botnet® | 2 (i . 2Candb@igerMA,
April 2007.

[11]T. Holz, M. Steiner, F. Dahl, E. Biersack, F. Freiling. Measurements and Mitigation of Peer-to-Peer-based
Botnets: A Case Study on Storm Worm. In Proceedings of the first USENIX workshop on 1scgée exploits
FYR SYSNBSYy( b NIndisdd,XA, Apfil 2008¢ Qny 0

[12]R. Hund, M. Hamann, T. Holz. Towards Next-Generation Botnets. In Pro@edings of the 4th European
Conference on Computer Network Defense (EC2ND, 2@@8jnber 2008.

[13]M. A. Rajab, J. Zarfoss, F. Monrose, A. Terzis. My Botnet is Bigger than Yours (Maybe, Better than Yours):
why size estimates remain challenging. In Proceedingsf the first coflerence on First Workshop on Hot
Topics in Understanding Botneétsl 2 (i . 20andbigerMA, April 2007.

[14]The Honeynet Project. Know Your Enemy: Fast-Flux Service Networks. Technical report, July 2007.

[15]J. Nazario, T. Holz. As the Net Churns: Fast-Flux Botnet Observations. In Proceedings of the 3rd International
| 2YTSNBYOS 2y al fAOA2dza | Y, Rlexanyrig, VA/dctsbRr 2002 Fi 61 NB o al

[16]A. Ramachandran, N. Feamster, D. Dagon. Revealing Botnet Membership Using DNSBL Counter-Intelligence.
In Proceedings of the 2AdSENIXonference on Steps to Reducing Unwanted Traffic on the Internet
0 { w06}y JaQose, CA, July 2006.

[17]C. Zou, R. Cunnnigham. Honeypot-Aware Advanced Botnet Construction and Maintenance. In Proceedingsf
the International Conference on Dependable Systems and Net(izské 2006 Philadelphia, PA, June 2006.

[18]J. Binkley, S. Singh. An Algorithm for Anomaly-based Botnet Detection. In Proceedings of the 2nd USENIX
conference on Steps to Reducing UnwantedGak O 2y (1 KS [SyhiloSNI, Sli2006.{ w! ¢ L Qnc

[19]D. Dittrich, S. Dietrich. Command and Control Structures in Malware. In Journal login: The USENIX
Magazineyol. 32 December 2007.

[20]S. Stover, D. Dittrich, J. Hernandez, S. Dietrich. Analysis of the Storm and Nugache Trojans: P2P is Here. In
Journal login: The USENIX Magazive|. 32 December 2007.

[21]G. Gu, J. Zhang, W. Lee. BotSniffer: Detecting Botnet Command and Control Channels in Network Traffic. In
Proceedings of th&5th Annual Network and Distributed System Secdrify Y LJ2 a A dzY,Sanbi&4, { Qny 0
CA, February 2008.

[22]C. Livadas, B. Walsh, D. Lapsley, T. Strayer. Using Machine Learning Techniques to Identify Botnet Traffic. In
Proceedings of the 2nd IEEE LCN WorkshopiomNeNJ  { S O dzNJ tempa, 6L.2NBvenib& ROD6N C U

23/24



Botnets — Literature Survey and Report Christian Rossow, Christian J. Dietrich — December 2009

[23]G. Gu, R. Perdisci, J. Zhang, W. Lee. BotMiner: Clustering Analysis of Network Traffic for Protocol- and
Structure-Independent Botnet Detection. In Proceedings of the 17th USENIX Security Symposium
(Searity'08), San Jose, CA, August 2008.

[24]L. Zhuang, J. Dunagan, D. Simon, H. Wang, J. Tygar. Characterizing Botnets from Email Spam Records. In
Proceedings of the first USENIX workshop ondar@el £ S SELX 2AGa | yR , ¥ SNHSy i
Francisco, CA, April 2008.

[25]W. Strayer, R. Walsh, C. Livadas, D. Lapsley. Detecting Botnets with Tight Command and Control. In 31st IEEE
| 2YFTSNBYOS 2y [ 20t )/ T8nsd ddzlicSembeb2806.6 2 NJ @ o[ / bQnc

[26]E. Stinson, J .Mitchell. Towards Systematic Evaluation of the Evadability of Bot/Botnet Detection Methods. In
t NPOSSRAYy3Ia 2F GKS HYR ! {9bL- 2 2 NJarukeds ulygoosh FFSy ahi

[27]P. Porras, H. Saidi, V. Yegneswaran. A Multi-perspective Analysis of the Storm (Peacomm) Worm. Technical
Report, Computer Science Laboratory, SRI Internatiociaber 2007.

[28]CERT Coordination Center. Results of the Distributefystems Intruder Tools Workshejtsburgh, PA,
December 1999.

[29]The Onion Routing (Tor). http://www.torproject.org/, September 2003.

[30]Internet Relay Chat (IRC). http://en.wikipedia.org/wiki/lrc, August 1988.

[31]Arbor Networks. ATLAS. http://atlas.arbor.net/

[32]Symantec. Global Internet Security Threat Report, 2007

[33]Messaging Anti-Abuse Working Group. MAAWG Best Practices for the use of a Walled Garden. San
Francisco, CA, September 2007.

[34]Simplicita ZBX. Press Articlenttp://www.sophos.com/pressoffice/news/articles/2006/10/simplicita-
sophos.html, October 2006.

[35]Arbor. Worldwide Infrastructure Security Report Volume lll. September 2007.
[36]ENISA. Commenting on massive cyber attacks in Estonia. Public statementHeraklion, Greece, May 2007.

[37]HELP NET SECURITY. Dutch police dismantles Shadow botnet. http://www.net-
security.org/secworld.php?id=6421, August 2008.

[38]S. Racine. Analysis of Internet Relay Chat usage by DDoS zombies. Master thesiszZurich, Switzerland, April
2004.

[39]The Honeynet Project. Tracking botnets. March 2005.

[40]C. Kanich, K. Levchenko, B. Enright, G. Voelker, S. Savage. The Heisenbot Uncertainty Problem: Challenges in
Separating Bots from Chaff. In Proceedings of the first USENIX workshop on {scgée exploits and
SYSNEBSY (G ( KNElFrandiscopCh, 8p9il@o0st y U

24/24


http://www.torproject.org/
http://en.wikipedia.org/wiki/Irc
http://atlas.arbor.net/
http://www.sophos.com/pressoffice/news/articles/2006/10/simplicita-sophos.html
http://www.sophos.com/pressoffice/news/articles/2006/10/simplicita-sophos.html
http://www.net-security.org/secworld.php?id=6421
http://www.net-security.org/secworld.php?id=6421

